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Total scanning fluorescence (TSF) is an instrumental analysis method with appli-
cations in the identification and classification of chemical mixtures, a process known
as chemical fingerprinting. The method is well suited to semi-quantitative screen-
ing for aromatic compounds, such as those found in crude oils, because it is very
sensitive, fast and non-destructive. Applications are found in exploration and environ-
mental monitoring in the petroleum industry as well as in the chemical, biological and
biomedical sciences.

A TSF spectrum consists of an array of (x, y, z) values in which the x and y co-
ordinates are the excitation and emission wavelengths, and the z co-ordinate is the
fluorescence intensity (Figure 6.1). The overall topology of the surface, embodying
both the shape and the intensity of the signal, is the spectrum’s fingerprint which is
determined by the chemical composition of the analyte solution.

The analytical goal of many industrial applications is to quantify individual chem-
ical constituents of simple ( Ø 3-component) mixtures. Data analysis involves mea-
surement of species-specific peaks resolvable from the spectral fingerprint. Whilst
the fingerprint is typically not equal to the arithmetic sum of constituent fluorescence
peaks, Fogarty and Warner [1] suggest that it is possible to de-convolve the finger-
print of simple chemical solutions into its constituent parts. In complex mixtures,
spectral topology at best suggests the relative abundance of major compound groups
but species-specific signals are not reliably resolved and interpretation is limited to
fingerprint classification.

Automated pattern recognition software is widely used in chemical disciplines, par-
ticularly in the IR domain where commercial packages will identify sample composi-
tion by reference to analogues held in a reference library. These systems work well
for single-sample runs but they do not appear to be capable of grouping (clustering)
and classifying large batches of 3-D fingerprints.

Applications of classical statistics and specialised mathematics in analysis of in-
dividual 3-D fluorescence spectra have been reported in the chemical literature (for
example, [1] [2] [3] and works quoted therein). These focus on quantitative multi-
component analysis and two sample comparisons rather than clustering and classi-
fication of clusters and they are therefore considered inappropriate for the present
application.

An application similar to that required is described by Sogliero et al [4] who used
classical cluster analysis of parameterised synchronous fluorescence spectra (a 2-D
subset of the 3-D array) to group crude oils. Parameterisation involves making a stan-
dard set of measurements on each spectrum and then compiling these data into a single
set prior to cluster analysis. Whilst this application was successful, it involved consid-
erable pre-processing. Parameterisation assumes prior knowledge of the dimensions
and character of the universal sample set, a condition which is seldom met in geo-
chemical survey.

Classical cluster analysis has been used on a small set ( Ø>Ù¡Ú ) of 3-D spectral ar-



���������
	���
���������� � ������� ����������	! ����"�#��	!��$��"�
%!&'� �(�)�* "+�	,��� �.-� "�"�
	/&/�)	)���!	10���23	�� ���
� �3� � �!2

rays compiled into a single data file but it was found that the compilation exercise
was laborious and the compiled file size and demand on computing resources was
prohibitive.
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Figure 6.1: A typical total scanning fluorogram (TSF) as used in geochemical survey

The goal of the present work is to automate the laborious fingerprint clustering
process and, if possible, also the classification process specifically of large batches
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of (3-D) TSF spectra acquired in geochemical survey. The key requirements are for a
system which:

Û does not unreasonably limit the size of the batch (number of spectra);Û does not require compilation of spectral files into a master file before analysis;Û is capable of classification with reference to control samples but can operate with-
out;

In addition the ability to incrementally develop a fingerprint database would be ex-
tremely useful. These requirements effectively rule out the use of classical statistical
analysis tools.

The interpretation of fluorescence spectra is inherently limited by the fact that fluo-
rescence is quenched (partly attenuated) before emerging from the sample so that the
fingerprint of a mixture of chemicals is not equal to the sum of its constituent parts.
Whilst procedural measures are taken to limit this effect it is difficult to control and
it varies in severity across the spectrum. Parameterised data is considered potentially
very sensitive to this effect so it was decided to process whole spectral data arrays in
the first instance.

Í(Î�Ü ÝKÞ²ÒfßÃà�ÝKÞ²ÒbÐ�×�ÞÌá@Ð¡Ýãâ²ádÐ�×^Þ²Ò²Ð�Ô�ÑÆäTÔ�åãÒ²ßÆà�Õ¼Þ²ÒÂÞ
â²Ó·Ô»×¼à�ä�äyÐ¡ÑÆæçÔ�èbé�à�×¼ÒbÐ�ê½à�ä

In geochemical survey applications, a geochemist will sort printed images of the
spectra into clusters according to topological similarity. The clusters are then assigned
a geochemical identity such as heavy crude oil, condensate, authigenic background or
pollution. This interpretation may be based on first principles, in which case a few
peak intensity and ratio parameters are used, or on similarity to reference spectra, if
available.

Each batch of survey data, a set, is treated as the universal set because the boundary
conditions of the set and therefore reference spectra are not determined a priori. The
number and diversity of fingerprint types in each set typically varies from 1 to 10 and
the boundary fingerprints (type members) must be identified from within each set. The
first goal is therefore to group or cluster spectra relative to the other members of the
set, with reference only to sensitivity thresholds set by the user.

Automation of the clustering operation therefore involves unsupervised learning.
The limits of unsupervised learning are both geochemical and statistical. The geo-
chemical limitations have been described above and are founded on the assumption
that relative comparisons can be made between samples. Mathematical limitations,
also suggested above, led to the consideration of neural networks in preference to
classical statistical tools to achieve the project’s objectives.
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The principal development objective is to create a software application that is capa-
ble of a) clustering batches of whole TSF spectra and b) suggesting identities (clas-
sifying) the clusters using any relevant reference spectra. The system is intended to
automate repetitive tasks but not to de-skill the geochemical interpretation which will
inevitably require the consideration of a geochemist.

Supervised learning, where reference spectra are available and are used to define
the interpretation model, is uncommon in geochemical surveys but could become in-
creasingly common as the user builds a database. The capability of moving smoothly
between these two situations, without requiring the user to be aware of the mathemat-
ical implications, is therefore also a consideration.

Neural networks impose minimal constraints in terms of prior knowledge of the
data and its macro- and micro-structure. The Self-Organising Feature Map (SOFM)
and Adaptive Resonance Theory (ART) networks were chosen for trials because they
both match the task requirements but have very different operational characteristics.

Í(Î¬ë Ýãà�ÒfßìÔ�Õ½ä

Í(Î¬ë(Î�Ï Ò«í£îïäyîvð!ñ�ò#Ô¼ó=ô®õ'ö�÷!ø.÷)ö�ôWå�îËõ'ù.ú�óvîûÝKõËü

The SOFM or Kohonen feature map [5] is a single layer unsupervised network
which makes use of competitive learning to produce a single activated node in the
output layer. The effect is to cluster “like” input vectors together, with equal num-
bers of vectors being “attributed” to each of the output nodes theoretically. A 1-D
network is shown in Figure 6.2. The algorithm produces a map in which the position
of the input vector in the map indicates the classification of the vector. The learning
is an iterative process in which the set of input vectors is repeatedly presented to the
network while the amount of learning undertaken (determined by the learning rate) at
each stage is reduced from an initially high level so that “organisation” of the data is
achieved.

The operation of this network is best described using the following algorithm. The
weighted connections are given by ý¢þ
ÿ which is the weight between input � and output�
.
Assuming � inputs and � outputs the SOFM algorithm is:

1. For each input sample � (chosen at random) present it to the network and for
each output node calculate

distanceÿ�� ��
þ
	�� 
 ý þ
ÿ�� � þ���� for

� ������� �
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Figure 6.2: 1-dimensional Self-Organising Feature Map

In this case the Euclidean distance measure is used but a measure appropriate to
the application should be chosen.

2. Find the output node with the minimum distance - if two are equal then take one
at random - this is the “winner” of the competition

3. Update the “winner” and its neighbouring nodes (as defined by the topology of
the output nodes) using the following� ý þ
ÿ�� ý þ
ÿ������ 
 ý þ
ÿ � � þ!� for � �"�#�
� � for

� �"�#�
� �
where � is a measure of the “proximity” of the node being updated to the “win-
ning” node

4. Reduce the neighourhood and the learning parameter �
5. Repeat 1) to 4)

Initially, with the learning rate high, “global” organisation takes place while “local”
organisation takes place as the rate is reduced. The SOFM has been used in a number
of ways to provide solutions for this particular problem. One-dimensional and two-
dimensional grids of neurons have been used together with a range of neighbourhood
definitions. One of the known problems with the SOFM is that the theoretical prop-
erty of mapping equal numbers of input vectors to each output node is not generally
fulfilled and therefore a “Conscience mechanism” has been proposed by De Sieno [6].
In this application however, where a “clustering” type operation is required the addi-
tion of this mechanism has not been found useful since the required clusters would
only then be formed if it could be guaranteed that similar numbers of examples were
available from each class.
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This is a variant of the ART2 network proposed by Carpenter and Grossberg [7]

and is a “steady-state” version of the the ART2 algorithm. Due to its simpler nature
the algorithm is several orders of magnitude more efficient than the original while
retaining many of its important features. It performs unsupervised “on-line” learning
on analogue input patterns and categorises them into a number of “classes”.

1#2

3 �
(Competitive layer)

Reset4,5 6
7 5

3 2
(Normalisation)

8

Figure 6.3: ART 2a architecture

The ART-2a architecture is a two layer network (see Figure 6.3) in which the input
layer of nodes,

3 2 , performs normalisation and noise reduction on the input data. The
two layers are connected by two sets of adjustable links (“weights”, 7 5þ�ÿ ) which fully
connect each input node to each output node. The normalised input data is passed to
the output nodes,

3 � , via one set of weights and the output nodes “compete” with each
other to determine the one which “best” represents the input. Once the competition has
occurred all except the winning node are switched off. “Hypothesis testing” is then
performed within the

3 � layer to ensure that the chosen output node sufficiently well
represents the input (the other set of weights are used for this). If the “hypothesis test”
fails then the chosen output node is switched off and the competition repeated without
this previously chosen node. This process is repeated until either a matching node is
found or all available nodes have been tested. In either case a learning procedure is
then started. If a matching output node is found then the weights between that node
and the input nodes are all adjusted to make the node more closely represent the input
(learning has taken place). If no sufficiently well matched output node is found then a
new node is “recruited” and the weights connecting that node to the inputs are made
to represent the input data (the pattern is learnt).

The ART-2a algorithm contains two basic parameters which determine it’s behaviour:
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4 5 this is the “vigilance” parameter, used during “hypothesis testing”, which deter-
mines how closely samples have to match before they are classified as being in
the same class. It lies in the range 0 to 1, the higher the value the larger the
number of classes produced.9

this parameter determines what type of learning will be performed. The two main
categories are known as “slow” or “fast” learning and in general better (more
statistically meaningful) classes are produced by using slow learning. Again it
lies in the range 0 to 1. With

9 � Ú the algorithm becomes similar to the “Leader
algorithm” (Hartigan, [8]) in which once a sample is committed to a node no
“learning” takes place. With

9 �:� the algorithm is in the fast learn limit in
which the weights are changed each time a new sample chooses a particular
node.

To provide a more concrete description of ART-2a a mathematical description fol-
lows. For a network with � inputs the algorithm is as follows:

1. The
3 2 layer performs normalisation and noise reduction,

1 � norm( ; 
 norm

 1�2 � ))

where norm

 � � indicates the result of normalising the vector � .

2. The input to
3 � is

< ÿ��>= �@? þ 1 þ if j is uncommitted1 � 7A5ÿ if j is committed

where �CB �D E . Initially all
3 � nodes are uncommitted

3. The “competitive” choice is then made in
3 � using<GF ��HJILKÿ 
 < ÿ �

4.
3 � then decides if the input causes “Resonance” or “Reset”, where 4 5 is a vigi-
lance parameter,

If
<MFON 4 5 where Ú B 4 5 BP� then Resonance

If
<MFOQ 4 5 and node R is committed then R is Reset to

an arbitrary uncommitted node

5. Learning can then take place using the following

7 5TS�UWV!XZYF �>= 1
if R is committed

norm(
9 
![ �Z\ 
 ��� 9 � 7 5TS�]_^ `WYF � if R is uncommitted
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where
[ þ�� = 1 þ if 7 5aSb]c^ `WYF dfe

Ú otherwise
and Ú B 9 Bg� .

; 
 � �+� = � if � dfe
Ú otherwise

or ; 
 � �+� = � if � dhe�cikjS iml_n�jcl Y Ú Q � B e
Í(Î¬ë(Î¬ë ÑÃî�ú�óvõ'ð¢ö£îvùaoJ(¦óqpP*�í£õ'ó�õZ*=ù�îvó=÷�ø.ù.÷!*�ø

The previous section described both of the networks but what is more important
for this work is their operational characteristics. In many ways they would appear
to be similar in that both use “competitive learning” and are unsupervised. The first
major difference is that SOFM has a training phase and a “recall” phase, i.e training
is “off-line”, whereas ART uses “on-line” learning and there is no difference between
training and recall. This is of particular importance in applications requiring a library
of learned patterns to be built up over time without the need for retraining with the
entire data set.

The SOFM is essentially an iterative process that generally requires a large number
of iterations (many thousand) to produce a satisfactory result. The iterative process
only occurs during training, subsequently the “recall” phase requires only a single
pass through the network. ART-2a generally only requires a single presentation of
data to achieve learning and even in cases where this is not true a very small number
of iterations is needed (

Q Ù¡Ú ).
The SOFM uses a fixed number of ’bins’ (nodes), this number being set by the user,

whilst ART decides the number of bins for itself depending on the sensitivity threshold
(vigilance parameter) that the user selects.

Í(Îsr ä�tÃä�Òfà�Ý Òfà�ä�ÒbÐ¡Ñìæ6Ô�è²é�à�×�Ò²Ð�ê½à�ä

The main objectives of the system trials were:

Û to prove that a neural network can be used to cluster TSF spectra;Û to assess the accuracy of the automated clustering operation with reference to that
achieved by a human interpreter;Û to assess the limits of the system in terms of, for example, the number of spectra
that can be processed in a single batch;Û to test the processing efficiency in terms of throughput and demand on computing
resources.

A secondary objective was to assess the relative merits of using 2-D (synchronous
and emission) spectra and 3-D spectra. The former offer the advantage of substantially
smaller data volume. Hence, if adequate results can be obtained from the information
contained in 2-D spectra, the complications of large 3-D data sets can be avoided.
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To achieve these objectives required a test data set comprising a representative sam-

ple of the types of spectra encountered in a real-world application. A test set of spectra
was therefore acquired, from 100 crude oils supplied by BP Research, using a Hitachi
F4500 spectrofluorimeter. Two spectra were acquired for each oil: one 3-D, one syn-
chronous (at del = 30nm).

A representative subset numbering 40 of these spectra was selected for the initial
tests of the neural network tools. Contour plots of these (3-D) spectra are shown in
Figure 6.4. A 3-D spectrum acquired at 5nm data intervals, consisting of 2611 records,
occupies roughly 30Kb of disk space. The homologous emission and synchronous
scan files are acquired at 1nm data intervals and these occupy approximately one third
of the space of the 3-D files.

Oils are normally diluted to a standard concentration of 100 g/ml for analysis by TSF
in order to minimise quenching, the effect of which increases with concentration. Six
spectra representing two dilution series are included in the test sample set to examine
the efficiency of the networks in discriminating genuine geochemical effects from
quenching effects. These series include, in order of increasing concentration: samples
28 (10 g/ml), 27 (100 g/ml) and 29 (1000 g/ml); and samples 9 (10 g/ml), 7 (100 g/ml)
and 8 (1000 g/ml).

The neural network performance tests were performed initially using the 3-D spec-
tra, because that is the format preferred by the survey industry. A more limited set of
tests was subsequently carried out using the homologous set of synchronous spectra
in order to test the geochemical hypothesis that the composition of the clusters would
be independent of the type of spectrum used.

Í(ÎuryÎ¬Ü ×J(yx;ü£õ'ó=÷)ö�ô ä�Ô�å�Ý õËö+$ºÞÌÓ²Ò�òfÒnîËø.ù.÷)ö�ôLâ�óA(©ùL(�*.(©ð
To compare results obtained from SOFM and ART networks, the same numbers of

clusters were generated using each method. Using ART, the number of clusters can
not be specified directly but required successive trials, varying the vigilance factor
between 0.9 and 0.999. SOFM allows the number of clusters to be specified directly,
although not all clusters will necessarily be populated. Results were generated with 8,
14 and 20 clusters

Í(ÎuryÎ/ë âtî�ó�ñz(¦óqx õ'ö+*=îU×²ó�÷)ù±î�ó�÷!õ
The performance of a neural network tool was assessed initially in terms of the

speed and accuracy with which it was able to emulate the clustering achieved by an
experienced geochemist (Figure 6.4). Because the manual process is subjective, the
conclusions that can be drawn are inherently limited. To assess the significance of this
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Figure 6.4: Manually clustered contour plots of the 40 sample test data

limitation, classical cluster analysis and multidimensional scaling analysis of the same
spectral data were attempted using a leading third party statistical package (SPSS).
These tests were run on an 80486 PC at 33 MHz. Other performance criteria include:

Û limits on job size (the maximum possible number of samples that can be processed
in a batch);
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Û facilities for incrementally building a knowledge base.

Í(ÎuryÎsr Õ�÷�ø�ü�ð!õ.-g(©ñ�ÓÌîËø�ú�ð)ù±ø
Once the various networks had been trained it was necessary to depict the clustering

so that it could be compared with that achieved by the geochemist. The geochemist
would typically deal with the problem in two dimensions, putting the printouts of
similar fingerprints into piles on a table. It is therefore convenient in this study to
depict the multi-dimensional output of a network in two dimensions. A non-linear
mapping method developed by Sammon [9] was used for this purpose. It takes a
series of N-dimensional vectors and maps them to a lower dimensional space, in our
case to a 2-D, as shown by example in Figure 6.5. This procedure may result in the
accuracy of the neural network being understated.

All of the tests described in this paper were performed on normalised spectra, values
for each spectrum scaled to a maximum of 1. This has the effect of minimising fluo-
rescence intensity (oil concentration) effects and maximising oil shape effects which
are more closely linked to oil type. This normalisation is performed automatically by
the ART network (an inherent feature) but has to be performed separately when the
SOFM net is used.

Í(Î|{ Ó½à�ä�Ö½á1Ò^ä

The average time taken to load the test data set of 40 spectra (total 1.2Mb), run the
neural net analysis and output the results to a file was approximately 500 seconds for
the SOFM net and 43 seconds for the ART net. The time taken by both networks
is dependent on the number of classes required and is approximately linear in its ef-
fect, in addition it scales linearly with the number of spectra being evaluated (Note:
The results for ART are pessimistic as more iterations were used than was probably
necessary).

Thus the total time required to process a typical geochemical survey data set of 1000
3-D spectra using the ART network is approximately 1000 seconds and is independent
of the complexity of the sample spectra. The same task performed manually could take
a geochemist between half and one day, depending on the complexity of the spectral
data set. The amount of memory required is largely determined by the number of
spectra in the set. Our trials on 40 to 80 spectra were carried out comfortably using
16Mb of RAM on a PC running Unix.

The cluster configurations achieved by neural network analysis of the 40 test spectra
are illustrated in the cluster maps shown in Figures 6.5 and 6.6. Overall the results are
promising: the cluster solutions agree reasonably well with those produced manually
by an experienced geochemist (Figure 6.4).

Patterns expressed in the cluster solutions (for example Figure 6.5) are geochemi-
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Figure 6.5: ART-2a (a) and SOFM (b) 8-cluster solutions for the 40 sample test data.
Sample IDs are posted in numerical order by cluster; the relative position of sample
IDs in these lists is not otherwise significant

cally meaningful. The main cluster trend axis conforms to an oil API gravity progres-
sion. Membership of individual clusters reflects subtle compositional effects.

The neural network identifies the effects of sample concentration in the sample se-
ries (28, 27, 29), and (9, 7, 8). The most concentrated (severely quenched) samples,
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29 and 8, are outliers at the opposite end of the map to the most dilute members of the
series, samples 28 and 9. Intermediate samples fall between these extremes (Figure
6.5).

Subtle differences are apparent in the cluster memberships derived by SOFM and
by ART. For example in the 8 cluster SOFM solution (Figure 6.5b), samples 8 and 29
are in the same cluster whereas in the homologous ART result (Figure 6.5a) they each
form a separate cluster. Cluster configurations achieved by SOFM and ART also differ
noticeably. The geochemical significance of these differences is unclear but the initial
impression is that the SOFM result may be more meaningful. It appears, for example,
that SOFM resolves the dilution and genetic trends more clearly than ART. This type
of difference, if real, may be of great practical significance to the geochemist.

Ambiguities in the neural network clustering process are apparent in the series of
results for each network type. The ART network nearest-neighbour relationships be-
tween individual samples changes as the number of clusters changes (Figure 6.6). For
example, samples 10, 14, 15, 16, 17 and 19 are in a single cluster at the 20 cluster so-
lution, are split between two clusters in the 14 cluster solution, and re-converge in the
8 cluster solution. The clustering of samples achieved using multidimensional scaling
is shown in Figure 6.7. This result is similar to that achieved using the neural nets.

Í(Î/Í Õ»Ð�ä�×¼ÖÃä�äyÐ�Ô�Ñ
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The test data set is small and relatively homogeneous compared to the typical geo-

chemical application. It therefore represents a relatively difficult application for the
clustering software, and any success achieved with this data set is evidence of good
potential for applications where the variety of fingerprint types is more pronounced.

The results presented in Figures 6.4 to 6.7 show that the networks are capable of
clustering with an accuracy comparable with that achieved either manually or using
multi-dimensional scaling. The differences between the results from the three meth-
ods are of little interpretational significance in the screening process and, this being
the most labour intensive step, it is concluded that networks have the potential to sub-
stantially improve the overall efficiency of the interpretation process.

Whilst the preliminary test results suggest a favourable outlook for these tools there
are several factors which limit the possible range of applications of the current imple-
mentation. The loss of dimensionality during non-linear mapping and the crisp defini-
tion of clusters are limitations on the present implementation. Restrictions on graphic
representation of multi-dimensional data are inevitable and progress necessarily en-
tails compromise between accuracy and visual appeal. Whilst these are presentational
problems, not directly related to the methods, effective presentation of results is nec-
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Figure 6.6: Cluster maps for ART-2a, 8, 14 and 20 cluster solutions showing evolution
of nearest neighbour relationships

essary if the technique is to be used routinely.
Of more fundamental interest is the ambiguity in nearest neighbour relationships

noted in samples 10, 14, 15, 16, 17 and 19 in the ART-2a solution and the non-
repeatability of replicate runs. Whilst these phenomena are largely artifices introduced
by a crisp set paradigm, and are of little real significance in the screening process, they
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Figure 6.7: Cluster map for multidimensional scaling of the 40 sample test data. ART-
2a and ad hoc clustering are shown for comparison

are a reminder that network tools can assist but not de-skill or fully automate the in-
terpretation process. The main strengths of the neural network approach as compared
to more familiar clustering tools are seen as arising from the looser limitations on data
volume, greater processing efficiency, and the avoidance of pre-processing.
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The results reported here indicate that the accuracies of the SOFM and ART net-
works are very similar. The geochemist’s marginal preference for SOFM on grounds
of accuracy is almost insignificant when compared to the other advantages of ART
which are summarised in table 6.1.

FUNCTION SOFM ART
Fast and slow learning No Yes
Force data normalisation No Yes
Ability to re-use data model Yes Yes
Relative processing fast, but 10 � ART very fast
Automatic addition to fingerprint database No Yes
User controls no. of classes directly Yes No
User specifies sensitivity threshold (vigilance) No Yes

Table 6.1: Comparison of relative merits of SOFM and ART-2a

The ability in ART to create, re-use and automatically extend the data model is
probably the most important feature for the geochemist because it provides an effective
way to build an experience base and to re-use the existing one without the time penalty
of re-processing all of the raw data. This feature is not available in classical statistical
tools.

The different ways in which ART and SOFM allow the user to control the number
of nodes may each find applications. Specifying the number of nodes directly, using
SOFM, would be most useful when the data model is known and the aim is to assign
samples to one of the pre-determined clusters. ART’s ability to adjust the number of
nodes with reference only to the user’s sensitivity specification (vigilance parameter)
would be most useful during the development of a data model, when the boundary
conditions are indeterminate. The user could develop application-specific data mod-
els using vigilance factors for each application: e.g. produced crude oils, sea-bed
sediments, or pollution studies. If the relative size of different samples is important
then SOFM must be used since ART forces normalisation.

Í(Î¬Í(Î¬ë ×�(yxïü£õ'ó�÷!ø)(¦ö�(©ñ�ö£îvú�ó�õ,ðnö£îvùWo�(¦óqp�øOo|÷)ù.í�(©ù�í£îvó½ùL(�(©ð�ø
Neural network tools, classical cluster analysis and multidimensional scaling (MDS)

have in common a reliance on Euclidean distance and a relaxation of constraints as-
sociated with statistical methods. The extant alternatives evaluated proved ineffectual
in our tests but work published by Sogliero et al [4] show that this need not be the
case: they used classical cluster analysis effectively to group parameterised crude oil
synchronous fluorescence spectra. We did not see this as a viable alternative because
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of the requirements for pre-processing and for a universal set of parameters. Our at-
tempt to run the 40 sample raw test set files through classical cluster analysis proved
too much for an industry-leading software package running on an 80486/33 PC. Mul-
tidimensional scaling (MDS) succeeded: the results (Figure 6.7) resemble those from
ART, but there are differences. Extant MDS software is an alternative solution but one
which has the disadvantage of requiring a compiled data file.

In summary, the main operational advantages of the neural network tools over simi-
lar tools are a) avoidance of pre-processing, b) ability to handle large batches of data,
c) the ability to create a dynamic data model.
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The practice of processing whole spectra adopted in this study can limit the speci-

ficity of cluster analysis where most of the information in each spectrum is non-
diagnostic. Users able to focus on a few very diagnostic features would get better
value from parameterisation and also realise a substantial dividend in reduction of
data volume. The identified strengths of the neural network tools are as valid in these
circumstances as in the original application.

In this study we did not attempt parameterisation but we did compare the results
attainable using whole TSF and synchronous scan spectra to test the hypothesis (Vo-
Dinh, [10]) that the latter yield greater specificity and therefore fingerprinting accu-
racy. We found each data type gave a very different cluster solution, a result which we
take as evidence of the possible complexity of parameterisation. The strategy of pro-
cessing whole spectra adopted in our study could provide a bridging solution enabling
the user to incrementally develop a parameterisation strategy.

Finally, in assessing the practical value of clustering TSF fingerprints it is perhaps
worth bearing in mind that procedural artefact can profoundly impact fingerprint type
and is probably of much greater practical significance than any of the inaccuracies
in numerical processing described above. This fact is well illustrated by the dilution
series included in the test set (samples 7, 8 and 9, and sample 27, 28 and 29). This
serves to reinforce the fact that the network tools can not de-skill the interpretation
process.

Í(Î¬Í(Î�{ Ô|ù.í£î�óÆõ'ü�ü�ð!÷�*�õ,ù.÷!(¦ö£ø
As the neural network is a generic clustering tool comparable with classical cluster

analysis, in principle it could be applied to many chemical pattern recognition prob-
lems. As with classical clustering tools the input data records must all be homologous.
Example domains which should be investigated include the complex data types arising
in C12+ gas chromatography and gas chromatography - mass spectrometry, in their
raw state, if normalised in the time domain, or in their normal parameterised form.
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Conclusions 1: Mathematical
Neural networks are known to be a powerful tool. This paper describes their ap-
plication to a real problem and shows that quantifiable benefits can be ascribed
to their use. Favourable comparison can be made with other tools. The ma-
jor limitation identified is in the presentation of results. Description of results
in terms of fuzzy, rather than crisp, sets would overcome many of the superfi-
cial reservations of users uncomfortable with artifacts, attributable to sensitivity
to input parameters, or attempting to read too much into detailed membership
results.

Conclusions 2: Geochemical
Results so far obtained suggest that the neural networks have the potential to
reduce the tedium but not to de-skill the task of analysing results obtained from
geochemical surveys. The method allows processing sample sizes from the very
small (for which normality requirements restrict application of distribution-
based statistical tools) to the very large (since the paradigms described here
use computer memory efficiently in the case of large sample sizes).
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